CHAPTER SIXTEEN

Constrained
maximum and
minimum values

Objectives

Having completed this chapter you should be able to:

m Understand the concept of a constrained maximum or minimum value.

m Understand the characteristics of the constrained optimisation problem and the
conditions that enable these points to be identified.

m Understand how to use the Lagrange multiplier method to solve constrained
optimisation problems.

m Use the Lagrange multiplier method to solve the consumer’s utility maximisation
problem.

m Use the Lagrange multiplier method to solve the producer’s problem of minimising
costs and maximising profit.

m Understand the nature of the solution to the producer’s problem and how the solution
may fail on certain assumptions.

m Derive the consumer’s demand functions and price and income elasticities from the
solution to the consumer’s optimising problem in simple cases.
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16.1 Introduction

The process of finding maximum and minimum values is known as optimisation. In chapter 7
we examined the technique of optimisation for a function with one independent variable, of
the form y =£(x). Then in chapter 15 we extended the technique to cover functions with two or
more independent variables, such as z=f{(x, y). In this chapter we develop the optimisation
technique in an important new direction: to cover cases where the independent variables are
constrained or restricted in the values they can take on.

In this scenario, the point or points we are looking for are called constrained optima or
constrained stationary points. As a preliminary, we first show the characteristics of such
points by purely diagrammatic methods. From this we derive a simple procedure for finding
these points by setting up and solving a set of simultaneous equations. Then we explain the
method of Lagrange multipliers, which provides a more powerful but less intuitive method
of locating constrained stationary points. The Lagrange method gives us a very powerful
tool for deriving many key results in economic theory, and we illustrate three of these in
the second half of the chapter. We explain first how a firm finds the method of production
that minimises the total cost of any given output; second, how a firm under perfect com-
petition achieves maximum profit; and finally, how a consumer with a given budget achieves
maximum utility.

16.2 Graphical solution

The meaning of a constraint

We will now develop the idea of constrained optimisation of some function z = f(x, y). Although
the technique can handle any number of independent variables, for simplicity we assume that
there are three variables, z, x and y, which take only positive values.

Up to now when looking at the function z=£(x,y) we have mostly assumed that x and y are
independent variables, meaning that x can take any value, regardless of the value of y, and vice
versa. The exception was when we considered cases where x and y where related by some
function (see section 15.5), and showed how to derive the total derivative.

Here we take up again that idea of a functional relationship between y and x. We suppose
there is some function z =f(x, y), where x and y are not independent of one another. Instead, we
assume that x and y can take only the values that satisty some equation: say, the equation
y =100 — 0.5x. This equation is called a constraint, since it constrains or restricts the permitted
values of x and y. It means, for example, that if x takes the value 2, y must take the value
100 —0.5(2) =99.

In figure 16.1 the graph of the constraint y =100 — 0.5x is plotted. Since this a linear function,
its graph is a straight line in the x, y plane. This gives us the locus of points where y =100 — 0.5x.
At all of these points we say that the constraint is satisfied. For example, point A where y =40,
x=120 satisfies the constraint. Notice that we haven’t yet mentioned z, because we are
considering only the relationship between x and y.
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All points such as A on the line

y =100-0.5x satisfy the constraint,
but so do all points that lie vertically
above it. Thus B satisfies the constraint
because it has the same x and y
coordinates as A.

Figure 16.1 The constraint y =100 — 0.5x.

It now occurs to us that the constraint is not only satisfied at point A, but at any point
vertically above A: that is, anywhere on the dotted line AB in figure 16.1. This is true because, as
we rise vertically from A, only z is varying, not x and y; and therefore the constraint remains
satisfied. Moreover, this is true of any point (not merely A) on the line CF. Therefore in
figure 16.2 any point on the surface CDEF satisfies the constraint. And this surface can be
extended indefinitely upwards (in the +z direction).

Thus in three dimensions, a constraint on the permissible combinations of x and y is
represented graphically by a surface parallel to the z-axis. In our example, the constraint is
a linear function, so the surface CDEF is a plane.

Introducing the objective function

Next, suppose we are given a function z=1£(x, y). We will assume its shape is conical, as in
figure 16.3. This cone has a maximum of z at R, but this fact is irrelevant to our task, as we shall
shortly see. This function is called the objective function.

Now we come to the crux of our problem. We suppose we are asked to find the maximum
value of the objective function z=f£(x,y), while at the same time satisfying the constraint
y =100 — 0.5x. Solving this problem is called constrained optimisation.

So, we have to find the values of x and y (let’s call them x* and y*) which (1) satisfy the
constraint and (2), when substituted into z=f{(x, y), give us the largest possible value of z.
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All points on the vertical plane CDEF
satisfy the constraint y = 100 —0.5x.
The plane extends indefinitely
upwards as satisfying the constraint
depends only on the values of y and
X. The value of z is immaterial.

Figure 16.2 Vertical plane showing points satisfying the constraint y =100 — 0.5x.

z=1(x,y)

Figure 16.3 The objective function.
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Graphical solution

We can find x* and y* graphically by combining figures 16.2 and 16.3 to produce
figure 16.4.

In figure 16.4 we imagine the constraint CDEF to be slicing vertically through the surface of
the cone, like the blade of a knife cutting through an apple. The slice of the cone which is
thereby cut off is moved to one side. This reveals the line JPT as the locus of points which lie on
the surface of the cone and also on the constraint (that is, all the points on the surface of the
apple that were in contact with the knife blade). Of these points, the point with the highest
value of z is point P.

Point P is the solution to our problem. It is true that there are other points on the objective
function (such as S) where the value of z is higher than at P, but at S the constraint is not
satisfied. There are also points on the objective function (such as T) where the constraint is
satisfied, but where the value of z is lower than at P.

7% -

The line JPT comprises all the points that lie
on the objective function and also satisfy the
constraint. Of these points, P has the highest
value of z and is therefore the constrained
maximum value z.

A point such as T satisfies the constraint
but the value of z is lower than at P. A point
such as S has a higher value of z than at P
but does not satisfy the constraint.

X

Figure 16.4 Graphical solution to the constrained maximisation problem.
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So point P, with coordinates x* and y*, is the point we are looking for. At P, the value of z is
given by the vertical distance PA. This value is also given by the label on the iso-z section upon
which P lies. We will label this value z*.

16.3 Solution by implicit differentiation

What we need now is an algebraic technique for locating point P (that is, finding the values of
x* and y*) in any given case.

Figure 16.5 essentially repeats figure 16.4 but from a bird’s-eye view: that is, with the con-
straint and some iso-z sections of the function z={(x, y) projected onto the x, y plane. To help
you to link the two diagrams, we have included points T and S, and the iso-z contours on which
each lies. But our interest is focused on point P.

The key point is that at P (and only at P), two things are simultaneously true:

(1) An iso-z section of the objective function is tangent to the constraint (other iso-z sections
merely cut the constraint, for example at T). This tangency means that at P, the iso-z section
and the constraint have the same slope.

(2) The constraint is satisfied because P lies on the plane CDEF (vertically above A in
figure 16.4).

Our next task is translate these two conditions into algebraic form.
Condition (1)

This condition says that the iso-z contour and the constraint have the same slope. We can find
both of these slopes, as follows:

(a) Slope of constraint: the equation of the constraint is y =100 — 0.5x. So its slope is given by

dy
a_0.5

The constrained maximum is at
P with coordinates (x*, y*, z*#).

X* E X

Figure 16.5 Bird’s-eye view of the objective function and constraint.
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(b) Slope of iso-z section: the equation of the iso-z section is z* =f(x, y), where z* is constant by
definition. We can find the slope of this by implicit differentiation (see section 15.7). The
derivative is:

d_ L
dx  f,
So to satisfy condition (1) we set these two slopes equal to one another, which gives:
-0.5= _k (16.1)
fy

Condition (2)
This condition simply says that the constraint is satisfied, that is:
y =100 —0.5x (16.2)

Thus at P, equations (16.1) and (16.2) both hold. Therefore we can find P by solving equations
(16.1) and (16.2) as simultaneous equations. We assume for simplicity that these simultaneous
equations have only one solution, which therefore gives us the values of x* and y*. These
values can then be substituted into the objective function z=f(x, y) to find z*. In our ex-
ample, this will be the highest value of z which is compatible with the assumed constraint,
y=100—0.5x.

Distinguishing a maximum from a minimum

The algebraic technique that we have just developed does not tell us that our solution for z is
a maximum. It could equally be a minimum. Figure 16.6 shows such a case. The objective
function is cone-shaped as before, but is now inverted. The locus WJT is the locus of points
that lie on the surface of the cone and also on the constraint. Point W is now the minimum
value of z compatible with the constraint. At a point such as S the value of z is lower but the
constraint is not satisfied. At a point such as T the constraint is satisfied but the value of z is
higher than at W.

In this case, solving simultaneous equations (16.1) and (16.2) above would identify point W.
Thus the technique we have just developed does not permit us to say whether the point we
have found is a maximum (like P in figure 16.4) or a minimum (like W in figure 16.6) of
the objective function. The second order conditions necessary to make the distinction exist,
but we won’t cover them in this book. Fortunately when applying this method to an economic
problem, it is usually reasonable clear from the context whether the point we have found is a
maximum or a minimum. Let us now see how this works out in an example.

Example 16.1

We are asked to find the stationary point (that is, maximum or minimum) of z = x> +y2 when
x and y are subject to the constraint y=10 —x.

Considering first condition (1), the objective function is z=f(x, y) =x*+y* so the partial
derivatives are

fh=2x; f,=2y
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Point W is a constrained minimum of z.
A point such as T satisfies the constraint
but the value of zis higher. A point such
as S has a lower value of z but does not
satisfy the constraint.

X

Figure 16.6 The solution as a constrained minimum of the objective function.

By implicit differentiation (see section 15.7) the slope of any iso-z section at any point is
given by

£ B
fy 2y Y
The constraint is y =10 —x so its slope is %:,1,

Setting the two slopes equal to one another gives us:

- =1 (16.3)

(that is, slope of iso-z contour =slope of constraint).
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Iso-z sections
of z=x2+y?

The objective functionz=x2 + y2is a
cone with its point at the origin. P is the
constrained minimum of z: the smallest
value of z that satisfies the constraint.

Figure 16.7 The objective function z=x?+ y® with the constraint y =10 — x.

Condition (2) is simply that the constraint must be satisfied, that is:
y=10—-x (16.4)

The solution to this pair of linear simultaneous equations ((16.3) and (16.4)) is x=y=S5. (Check
this for yourself.) So the solution value of z is:

z=x*4+y*=524+52=50

As we know from section 14.3, the objective function z =x*+y? is a cone with its vertex (point)
at the origin. Some iso-z sections of this cone are shown in figure 16.7. In the x, y plane they are
circles centred at the origin. The solution is at P where the iso-z section for z= 50 is tangent to
the linear constraint, y =10 — x.

As explained above, we don’t know whether z* = 50 is a maximum or minimum of z. A crude
way of answering this is to examine points near P in figure 16.7 which also lie on the constraint.
For example, we could try x=4.9, which implies y=35.1 in order to satisfy the constraint
y=10—x. These values give z= (4.9)%> + (5.1)>=50.02 > 50. Thus we have found another solu-
tion in which z is greater than our solution value of z=150. So it appears that z=50 is the
minimum of z, subject to the constraint. However, this method is not rigorous, as it remains
logically possible that we could try another point on the constraint and find z was lower there.
(In fact, in this example we know perfectly well that P is a minimum because z=x?+* is a very
simple function and we know its shape from section 14.3. In many cases, though, we don't
know the shape of the objective function.)
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Puzzle: why not solve by direct substitution?

It may have occurred to you that an alternative way of solving the previous example would be
to proceed as follows. When the constraint is satisfied, we know that y =10 — x (by definition).
So, if we set y equal to 10 —x in the objective function, we can be sure that the constraint is
satisfied. When we replace y with 10 —x in the objective function, we get

z=x*+y?> =x* + (10 — x)*
Multiplying out the brackets gives
z=2x"—20x + 100

The effect of this substitution is that instead of looking at z=x?*+y? which is all of the points
on the surface of the cone, we are now looking at z = 2x* — 20x 4+ 100, which is only those points
on the surface of the cone which also satisfy the constraint. These points are the equivalent of
WJT in figure 16.6. (Note that z=2x* — 20x + 100 is a quadratic function and has a shape similar
to the locus WJT in figure 16.6.)

Thus z=2x*—20x+ 100 gives us all the values of z which also lie on the constraint. From
among these points we now want to find the largest or smallest value of z. Because we are now
only considering points at which the constraint is satisfied, we can simply go ahead and find
the unconstrained maximum or minimum of the function z = 2x*> — 20x + 100 in the usual way,
by taking the first derivative and setting it equal to zero. This gives:

dz
574)(72070

with solution x =35. Since we know that y =10 — x, it follows that y=3 also. Finally, g—;ﬁ: 4 (that
is, positive), so this is a minimum of z.

This method of solution, by direct substitution of the constraint into the objective
function, is obviously attractive. Why then do we bother with the previous rather elaborate
method?

The answer is: (1) the method of direct substitution is not always possible when the con-
straint is an implicit function; (2) more importantly, the earlier method brings out more clearly
the structure of the problem and the nature of its solution. We are more interested in these
broader aspects than in merely finding the answer.

PROGRESS EXERCISE 16.1

1. For each of the following functions,
find the optimum value of z (that is, maximum
or minimum) subject to the given constraint
(a) by the method of direct substitution, and (i) z = 4x% + 3xy + 6y?
(b) by setting the slope of the iso-z section subject to the constraint x +y =56
equal to the slope of the constraint.

(c) In each case, attempt to assess informally the
shapes of the two surfaces and whether the
optimum is a maximum or minimum of z.

(i) z=x2—xy +2y°
subject to the constraint y =40 — x

(iyz=(x-172+(y—-1)°
subject to the constraint 2x +y = 38
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16.4 The Lagrange multiplier method

This is an alternative method to the two methods we have just looked at for finding a
constrained maximum or minimum. It is called the Lagrange multiplier method, invented
in 1797. Why are we looking at yet another way of achieving the same result? The answer is
that while the Lagrange multiplier method is less intuitive than the methods above, it is better
suited to dealing with more than two variables and also with cases where the constraint is
an implicit rather than explicit function. We won’t attempt to prove how or why the method
works; we will just lay out the procedural rules and then do some worked examples.

Suppose we wish to find the maximum or minimum of z=f{(x,y), subject to the constraint
g(x, ¥) =0. Notice that the constraint here is an implicit function: it has zero on one side of the
equals sign and everything else on the other side.

Method of solution

Step 1

We create a new variable, V, defined as:
V=1xy)+8x,y)] (16.5)

Note that V is obtained simply by adding the constraint to the objective function, and mul-
tiplying the constraint by a new variable, 4, that we have just produced out of thin air. (Well, we
said the method wasn’t very intuitive!) (1 is the Greek letter, ‘lambda’. The square brackets are
not strictly necessary.)

This new variable, 1, is called a Lagrange multiplier, and equation (16.5) is called the
Lagrangean expression.

Step 2
We find the unconstrained maximum or minimum of V in equation (16.5). To do this we proceed
in the usual way. We take all the partial derivatives of the function, set them all equal to zero,
and solve as simultaneous equations. In the case of equation (16.5) we have three variables on
the right-hand side: x, y and the new variable, 2, that we have just introduced.

So, to implement step 2, we take the partial derivatives of equation (16.5). This equation has
three partial derivatives, %, % and %. First we evaluate % (using the normal rules of

differentiation) and set it equal to zero. We get:

ov
oy =t 8 =0 (16.6)

How did we get this? To find %, we have to go through the right-hand side of equation (16.5),
differentiating each term with respect to x, treating the other two variables, y and 7,
as constants. So, we first get f, which denotes the partial derivative of f(x, y). Then we
get the multiplicative constant, 1. This multiplies the partial derivative of g(x, y), which we

denote by g,.
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Repeating the steps above, but this time differentiating with respect to y, we get:

ov

azfﬁzgy:o (16.7)
Finally, we have to differentiate equation (16.5) with respect to 2 with x and y held constant.
We see that 2 only appears once, and is multiplied by g(x, ). Since x and y are now constants,
g(x, y) is now a multiplicative constant, which therefore reappears in the derivative. It multi-
plies the derivative of 1, with respect to 4, which is simply 1. So we get:

& —gy =0 (16.8)
We now have to solve equations (16.6) to (16.8) simultaneously. The solutions for x and y will
give us the constrained maximum or minimum of z. This is as far as we can usefully take the
analysis, because the functional forms f(x, y) and g(x, y) have not been given to us.

Note that, as with the previous method, this method does not permit us to distinguish
a maximum from a minimum. In an economic application, the context of the prob-
lem wusually tells us whether we have found a maximum or a minimum. Algebraic
methods of distinguishing a maximum from a minimum exist, but we won’t cover them
in this book.

HINT Here is an intuitive explanation of why the Lagrange method works (but don’t worry if you
p don't find this explanation helpful):

(1) Notice that equation (16.8) is simply the constraint. So by solving equations (16.6)
to (16.8) as simultaneous equations, we automatically ensure that the constraint is
satisfied.

(2) When the constraint is satisfied (as it must be, in the solution) then we will
have, by definition, g(x, y) =0. In that case, equation (16.5) will become V=f(x, y). So V
and z will be identical, and finding the unconstrained maximum or minimum of V is the
same as finding the maximum or minimum of z, with the constraint satisfied.

Example 16.2

Find the maximum or minimum of z=x*+y? subject to the constraint y=10—x. This is
the same as example 16.1 above, but this time we will solve it by the Lagrange multiplier
method.

As a preliminary, we have to rearrange the constraint with zero on one side because the
Lagrange method only works if the constraint is in this form. The constraint thus becomes
10 —x —y =0 (though x +y—10=0 would serve equally well).

Step 1. We form the Lagrangean expression:

V=x24y* 410 —x -] (16.9)
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Step 2. We take the three partial derivatives of V, set each of them equal to zero, and solve the
resulting simultaneous equations for the three unknowns, x, y and Z. This gives:

oV
=X A-D=0 (16.10)
oV
o ~Y A =0 (16.11)
ov
= 10-x-y=0 (16.12)

Solving three simultaneous equations in three unknowns may seem a difficult task, but
the methods are no different from the case of two equations and unknowns. From
equation (16.10), 2x = 1. From equation (16.11), 2y =. Combining these, 2x =2y, so x=y.
Substituting this into equation (16.12) gives:

10—-x—x=0.

from which x=35. Therefore y=35 also.

So therefore:

z=x*4+y*=524+52=50

This, of course, is the same answer as we got in example 16.1 above.

Note incidentally that the solution for the third variable, Z, is found by substituting x =35 into
equation (16.10), or y=>5 into equation (16.11). Either gives 2= 10. We explain the significance
of / immediately after the next example.

Example 16.3

A farmer plans to fence off a rectangular area in a field to make a chicken run. He has
100 metres of fencing. What is the largest rectangular area, z, that the fencing can enclose?

Answer

See figure 16.8. Let x and y denote the lengths of the adjacent sides of the rectangle. Then the
area fenced off is given by z=xy. This is the objective function. The distance round the
perimeter of the rectangle is 2x + 2y and this must equal 100. So the constraint is 2x + 2y = 100.

Thus we want to find the maximum of z = xy, subject to the constraint 2x + 2y = 100. We rewrite
the constraint as 100 — 2x — 2y =0 to make it equal zero.

X
Length of fencing used: | Area of chicken run:
2x+2y =100 Z=Xy y
(constraint) (objective function)

Figure 16.8
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The Lagrangean expression is therefore:
V =xy + A[100 — 2x — 2y]

The three partial derivatives are therefore:

ov ,

=V T2 =0 (16.13)
g:xH(_z) -0 (16.14)
aa‘;: 100 —2x—2y =0 (16.15)

From equation (16.13), y =2/ and from equation (16.14), x=21. Combining these gives x=y.
Substituting this into (16.15) gives:

100 -2x—2x=0

from which, x=25. Therefore, y=25. So z=xy=25 x 25 =625 (square metres). Thus the
largest rectangle is a square with sides of 25 and area 25% = 625.

As usual the algebra doesn’t tell us whether this is the maximum or minimum area but it’s
intuitively fairly obvious that it’s a maximum. To check non-rigorously, we could try a
rectangle with sides of 24 and 26 (hence satisfying the constraint that the perimeter equals
100). Then the area is z=24 x 26 =624. As this is smaller than our answer above, it seems
that we have found the maximum area.

The interpretation of A, the Lagrange multiplier

In example 16.3 we can easily find 1 by substituting y =25 into equation (16.13), giving
A=12.5. What does this mean?

Suppose we were given 1 extra metre of fencing. We describe this as a marginal ‘relaxation’
of the constraint. If we re-solve the problem with 101 metres of fencing instead of 100,
equations (16.13) and (16.14) above are unchanged, so our solution is x=y as before. But
equation (16.15) now becomes:

101 -2x -2y =0
and with x=y this gives:
101 -2x—-2x=0

from which x=y=25.25 and therefore z=xy =(25.25)(25.25) = 637.5625.

The answer in example 16.3 was z=625. So the increase in area, Az, that is made possible by
1 extra metre of fencing is 12.5625 (square metres). This is approximately equal to the solution
value of 2, 12.5 (see above).

This is no coincidence: in general, the solution value of 1 (12.5 in this example) gives us
(approximately) the increase in the solution value of z, the objective function, resulting from
a 1 unit relaxation of the constraint. The approximation arises for the same reason that we have
met at many points in this book: results obtained using derivatives assume an indefinitely small
increase in the fencing available, not an increase as large as in this example, 1 metre.
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To summarise, in any problem solved by the Lagrange multiplier method, the solution value
for 2 gives us the ‘value’ (that is, the increase/decrease in z that it makes possible) of a small
relaxation of the constraint. This has some important uses in economics.

PROGRESS EXERCISE 16.2

Solve each of the problems in exercise 16.1 using  solution that the value of 4 gives (with a small
the Lagrange multiplier method. In question (i), error) the change in z when the constraint is
find the value of Z and verify by recalculating the  relaxed by 1 unit.

16.5 Economic applications: (1) cost minimisation
by the firm

In this section we consider a key optimising choice that every firm has to make: how to produce
a given output at minimum total cost. We begin with a specific example and then generalise it.

Example 16.4

First we examine how the firm’s costs vary with the quantities of labour and capital that
it hires. As usual, we assume that these are the firm’s only inputs.

Isocost lines

We assume the firm operates under conditions of perfect competition in the markets for
labour and capital, meaning that the price that it pays for each is a given constant, set in the
marketplace. To make the problem more concrete we assume it hires labour inputs (measured
in worker-hours) at a constant hourly wage, w=4 (euros). So its total wage costs equal
the number of worker-hours hired, L, multiplied by the hourly wage rate, w: that is, wL=4L.

Similarly, the firm hires capital inputs (measured in machine-hours, say) at a constant
hourly rental, r=2 (euros). So its total capital costs equal the number of machine-hours hired,
K, multiplied by the hourly rental rate, : that is, 7K = 2K. This may seem a bit unrealistic because
in the real world firms usually buy their machines rather than renting them, but nevertheless
there is a large rental (or leasing) market for machinery. Moreover, even when the firm owns
its machines, it could be considered as renting them from itself. So we are perhaps not so
unrealistic after all.

Therefore the firm’s total cost, TC, (=the cost of its labour and capital inputs) is given by:

TC = wL + 1K = 4L + 2K (16.16)
If we now take a given level of total cost, say TC =150, then we have:

150 = 4L + 2K (16.17)

which is an implicit linear function which specifies the various combinations of L and K that
the firm can hire for the given level of TC. We call this an isocost line, since everywhere along
it total cost is constant at 150. It is also known as a budget line, since we can think of the
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given level of total cost as being a budget that the firm’s managers are not allowed to
exceed. The point to keep in mind is that total cost, or total expenditure, is by definition
constant along any isocost or budget line.

The implicit function in equation (16.17) can easily be rearranged to give K as an explicit
function of L. We do this by subtracting 4L from both sides and dividing through by 2, giving:

K=75-2L (16.17a)

We see that with K on the vertical and L on the horizontal axis, this is a downward sloping
straight line with a K-intercept of 75 and a slope of —2. The intercept tells us that if the firm
spends its whole budget on capital, it can hire 75 machines. The slope of —2 tells us that the
firm must hire 2 fewer machine-hours (saving €4) if it wishes to hire one more worker-hour
(costing €4).

If we repeat this process with a new level of total cost, say TC =120, we obtain a second
isocost line:

120 = 4L + 2K (16.18)

which, when rearranged in explicit form, becomes

K=60-2L (16.18a)
Similarly for TC =90, we obtain a third isocost line in implicit form as:

90 = 4L + 2K (16.19)
In figure 16.9 we have plotted these three isocost lines (equations 16.17, 16.18 and 16.19).
Clearly we can derive as many of these isocost lines as we wish by assigning different values

to total cost, so we should think of every point in figure 16.9 as lying on an isocost line
even though we cannot draw them all.

The key conclusion from this is that we can think of the firm’s goal of cost minimisation as
meaning the desire to be on the lowest possible isocost line: that is, on the isocost line as
close to the origin as possible. For example, total cost is lower at R than at ] because the
budget line that R lies on is closer to the origin.

Turning now to the firm’s production, we assume that the firm’s production function is

Q = 5K'31%83 (16.20)
where Q =output, and K and L are inputs of capital and labour. (Note that this is a Cobb-
Douglas production function, but this is chosen for its algebraic convenience and is not

a necessary assumption.) We assume that the firm wishes to produce a given output, Q* = 100.
When this is substituted into the production function, it becomes

100 = 5K1/312/3 (16.20a)
Thus the problem facing the firm is that it wishes to minimise its total cost (equation 16.16),

subject to the constraint of producing 100 units of output (equation 16.20a). The Lagrangean
expression is therefore:

V = 4L + 2K + 2[5K'/3L%/3 — 100]
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Given the input prices w=4, r=2, the total cost of producing

100 units of output is minimised at J where the Q = 100 isoquant

is tangent to the lowest possible isocost line. A point such as R is

on alower isocost line than J but is also on a lower isoquant. A point
such as S is on the same isoquant as J but is on a higher isocost line.

0=100

NG L

4L + 2K =90 4L + 2K =150

4L + 2K =120

Figure 16.9 Cost minimisation subject to an output constraint.

(Note that we have set the constraint equal to zero inside the square brackets, as required for
this method to work.)

The partial derivatives are:

%: 4+ 75K @)L’W =0 (16.21)
% =2+ 513 (%)K’Z/“" =0 (16.22)
%’ = SK'3L23 -100=0 (16.23)

Solving these three simultaneous equations for L, K and 1 is easier than appears at first sight.
From (16.21):

2 —4
1/3(%\7-1/3 _
5K <3)L - (16.21a)
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From (16.22), after multiplying both sides by 2:

10L%/3 (%) K283 = }4 (16.22a)

Combining (16.21a) and (16.22a) gives
5K1/3 (%)L—1/3 _ 10L2/3 (%>K72/3

Dividing both sides by the right hand side, and tidying up, gives
(%0)[(1/3[4—1/3 _
(19)12/3K-2/3
By using the rule of powers which says that %: X" ™ (section 2.10), this becomes:
(1) K1/3-(-2/3)~(1/3)-(2/3)
3
3

that is, K/L=1, or K=L.

:K+1L—] =1

Using this to substitute for L in equation (16.23) gives:
SK'3K?*3 -100=0 from which
K1/3+2/3 _ 100

5

that is, K=20 and therefore L =20 (since we know K=1L).

So the cost-minimising production technique for producing 100 units of output is to use
20 worker-hours of labour and 20 machine-hours of capital. (The fact that these two quantities
are equal is purely an accident of the numbers in this example.)

We should, of course, check that these quantities do in fact produce the given level of output.
We do this by substituting L =20 and K= 20 into the production function. This gives

Q = 5K'3L23 = 5(20)'/3(20)*/* = 5(20)/**?/3 =100 (as required)

The minimised level of total cost is found by substituting L =20 and K= 20 into the
TC function, giving

TC = 4L + 2K = 4(20) + 2(20) = 120

The solution is seen graphically in figure 16.9. The isoquant for Q=100 is tangent to the isocost
line for TC=120 at J, where L =20 and K=20. This combination of L and K puts the firm on
the isocost line that is the closest possible to the origin (and thus minimises total cost) while
satisfying the output constraint. There are other points, such as S, which satisty the output
constraint but which lie on a higher isocost line; and there are other points, such as R, which lie
on a lower isocost line but do not satisty the output constraint.




